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Abstract—The Internet occasionally experiences large 
disruptions arising from both natural and manmade 
disturbances. It is of significant interest to develop methods to 
characterize these events. The characterization comes in the 
form of detecting disturbances early in their evolution, 
providing a classification of disturbances, and locating 
disturbances within the topology of the Internet. This paper 
presents a new framework for realizing near real-time global 
scale disruptive Internet event detection, classification, and 
localization. The proposed framework uses Hidden Markov 
Models for event detection and classification, and tensor 
decomposition and graph theoretical analysis for logical 
localization. The framework consists of three major 
components: 1) data ingest and processing/cleaning, 2) near 
real-time alert generation, and 3) a human-in-the-loop analysis 
portal. This paper discusses components 1 and 2 in detail. 
Components 1 and 2’s usefulness, as well as an overview of 
component 3, is demonstrated through the use of case studies. 
This framework outlines a principled, automated approach to 
characterizing network disruptions at Internet scale.  

Keywords-Event Detection; Complex Networks; Autonomous 
System; BGP; Internet Scale; Hidden Markov Model; Tensor 
Decomposition 

I.  INTRODUCTION 
The Internet is an extremely robust system. It 

accomplishes information movement through packet 
switching at a very large scale—even in the face of myriad 
disturbances such as equipment failures, operational error, 
policy decisions, and largely varied traffic demands. While 
the Internet displays remarkable robustness, it does 
occasionally experience large disruptions. Thus the Internet 
is an example of a Robust Yet Fragile (RYF) system [1]. The 
very thing the Internet is good at doing (moving data) also 
creates vulnerabilities. These vulnerabilities lead to 
disruptions from both natural disturbances such as 
earthquakes or severe weather, and intentional assaults such 
as worms (self propagating malware) or distributed denial of 
service attacks (DDoS). Considering the extent to which 
modern society has become dependent upon the correct 
operation of the Internet, the motivation for having Internet-
scale situational awareness becomes clear [2]. While many 

organizations, companies, and institutions have tools that 
provide awareness of their local areas, these tools do not 
scale up to something the size of the Internet. Also, no single 
organization has enough cognizance to deploy such tools 
against the entire Internet. The work presented here provides 
a first step framework for providing a system that can 1) 
detect disruptive events early in the event evolution, 2) 
provide a broad classification of events once detected, and 3) 
indicate where events are having impact within the logical 
structure of the Internet. Event characterization at the global 
Internet scale is extremely challenging for several reasons: 

• The Internet is a complex, hybrid dynamical system 
[18] that results from the interaction of a hierarchy of 
discrete routing dynamics with congestion control 
dynamics. The congestion control is itself a delayed 
feedback system that uses a distributed primal dual-
control algorithm to solve a welfare-maximization 
problem across the Internet [3]. 

• The Internet is large, consisting of millions of hosts 
and vast amounts of data movement. The structure of 
hosts and data movement policies have much 
uncertainty because many operational 
characteristics—such as routing polices—are 
considered proprietary. According to Cisco, 240 
Petabytes of data were moved on a monthly basis 
through the Internet (simply from mobile devices) in 
2010, and this number is projected to jump to 6.3 
Etabytes by 2015 [4]. 

• The data sets associated with Internet behavior are 
massive, noisy, and provide only an incomplete 
picture of the events of interest [5]. One example of 
why this occurs is the distributed nature of the 
Internet and the lack of a central mechanism and 
authority to collect such data. 

• The events themselves are difficult to understand 
because of their volume (the Internet is continually 
responding to disruptions), heterogeneity (events 
include DDoS attacks, malware activity, power 
failures, social events resulting in usage shifts, 
operator errors, etc) and evolving nature [6]. 
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Several research efforts have studied the problem of 
event detection and “root cause” analysis for Internet events. 
Event detection methods fall into several broad categories: 
information theory, network analysis, and statistical analysis. 
Information theory approaches characterize changes in 
entropy of packet streams [7], but can have scalability 
problems. Network analysis approaches use routing 
protocols and Internet provider policies to derive heuristics 
for detecting abnormal behavior [8], but can have issues 
when applied to the Internet as a whole due to the 
unavailability of open data. Statistics-based methods attempt 
to fit data to some known distribution (e.g. Maximum 
Likelihood Estimation [9]), but this comparison is made 
difficult by the Internet’s burstiness over many time scales 
[10]. There is emerging research using machine-learning 
techniques to detect abnormal behavior [11], but the limits or 
merits of this approach are as yet unknown. All of these 
methods focus on a single aspect of situational awareness: 
event detection. The work outlined in this paper also tackles 
the questions of automated event classification and event 
localization. 

Our approach consists of three steps: data processing, 
automated event characterization (detection, classification, 
and localization), and result visualization. The primary focus 
of this paper is to provide motivation for the data sources 
used, the processing/cleaning methods on that data, and the 
automated characterization of the processed data. Nearly all 
of the tools presented here are based on characterization of 
abnormal dynamics. We briefly discuss a protocol signature 
based tool (hijacked prefix detection) in the case studies 
section. Although the work presented here is still in progress, 
everything in this paper is part of an operational prototype 
maintained by the Institute for Complex Additive Systems 
Analysis (ICASA), a research division of the New Mexico 
Institute for Mining and Technology (NMT). 

II. INTERNET SCALE 

A. The Autonomous System 
The Internet consists of a hierarchy of routing domains. 

The lowest of these domains is usually at the single switch or 
router level and generally works across a single fabric (e.g. 
home, office, building network). The size of routing domains 
increases from small networks to larger corporate networks 
to telecommunications service provides, etc. At the top of the 
hierarchy is the Autonomous System. Each node 
participating in the Autonomous System is itself called an 
autonomous system (AS). There are currently approximately 
35k AS nodes. Working with the few nodes in this single 
high-level routing domain is much more manageable than 
working with the potentially millions of nodes in lower 
domains. Each AS has a routing policy it uses to make 
automatic decisions about choosing routes, as well as set of 
neighbors with which it exchanges routing information. The 
protocol used in this communication is the Border Gateway 
Protocol (BGP). Communication between BGP speakers is 
broken into BGP update messages. 

B. Deep Information from Limited Observation 

If the Internet is looked at like a Hybrid Dynamical 
System where aggregate Transmission Control Protocol 
(TCP) flows combined with their control are the continuous 
system, then the Autonomous System is the high-level 
discrete mode switching logic. Given that the Internet is 
RYF, it follows that the Internet has the Deep Information 
from Limited Observation (DILO) property [12]. This 
combination of properties indicates that the discrete control, 
the Autonomous System, can provide a good understanding 
of the overall dynamics. This assumption is supported by 
prior work using BGP data and by the following example. 

In 2001 the Nimda worm hit the Internet, and during its 
propagation it caused notable bandwidth saturation and BGP 
routing instabilities [13]. Fig. 1 shows the TCP mean delay 
through the Nimda event as a solid blue line and the BGP 
update count as a dashed red line. The x-axis is time and the 
y-axis is standard deviations from the mean. The dotted pink 
vertical line indicates the release time of the Nimda worm. 
Notice the drastically larger response of BGP updates vs. 
TCP delay. 

 

Figure 1.   TCP Delay and BGP updates during the Nimda event 

C. BGP Data Sources 
In addition to the DILO property and the above 

comparison of metrics, there are other benefits to be 
considered regarding the use of BGP messages. For example, 
due to sheer volume, it is not possible to keep up with global 
TCP updates in real time. Also, several publicly available 
sources of BGP data exist. For the purposes of this paper, 
these sources include the Réseaux IP Européen Network 
Coordination Center (RIPE NCC) [14], and the University of 
Oregon Route Views (ORV) project [15]. 

III. DATA INGEST AND PROCESSING 
Both RIPE and ORV get their data by placing Vantage 

Points (VP) at strategic places (such as Internet exchange 
points) within the Autonomous System fabric. Vantage 
Points peer with real world AS routers and receive BGP 
Update messages as if they were real AS routers but they do 
not pass the information on and they do not announce their 
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own routes. The VPs are associated with Collection Points 
(CP), which make the data available. Both RIPE and ORV 
provide data in two formats. One is a snapshot at a given 
point in time and is simply a dump of each VP’s routing 
table. The other format is an update against the last snapshot. 
The frequency of update messages for each data source is 
different, as is when the data is made available at the CP. 
Note that the timeliness of data is what most impacts the near 
real-time ability of the framework outlined in this paper. 

Applying the subsequent update messages to a snapshot 
allows the reconstruction of a VP’s Routing Information 
Base (RIB), the routing table, at a given time.  Additionally, 
the output RIB of the VP’s peers can be reconstructed from 
the input RIB of the VP itself. Each AS maintains a RIB for 
use in routing decisions. Destinations are specified as an 
Internet Protocol (IP) prefix (hereafter simply prefix). Routes 
in the table are read from left to right. Table 1 shows sample 
routing table information. Routes may be of varying lengths. 

Table 1: Conceptual Routing Information Base (Routing Table) 

AS0 AS1 … Destination 
AS 

Destination 
Prefix 

174 2235 … 3156 192.168/24 

5678 1523 … 8215 10/8 

 

 ICASA maintains a data acquisition and warehousing 
process that consists of a Java front end for the data ingest 
and a PostgreSQL database back end for storing metadata. 
The actual BGP data is stored on a large disk array. The disk 
array and database make up the warehousing component. All 
tools described in this paper are written in Java and get their 
data from this warehouse. 

Once the data are warehoused, there are several processes 
that act on them for different purposes. Each process uses 
processed representations rather than the raw BGP data. 
During processing, several cleaning and filtering steps are 
taken to deal with malformed data. Three kinds of BGP 
representations are used: timeseries, graphs, and tensors. 

A. BGP Timeseries 
The timestamps in BGP update messages create inherent 

time ordering. We define a timeseries 

 TS = {S, i, {x0, x1, … xn-1}} (1) 

as a sequence of time ordered data {x0, x1, … xn} that has 
some start time S (usually relative to the Java epoch), an 
interval i (specified in milliseconds), and a number of 
elements n. Each element xm is a message or feature count 
for the time bin (S+mi, S+(m+1)i). The end time of a 
timeseries is S+ni. 

There is no explicit mechanism for encoding a lack of 
data into a BGP timeseries.  Lack of data due to collection 
failure looks the same as a legitimate empty data bin. BGP 
features come in two types: stateless and stateful. Stateless 

features can be calculated for any arbitrary date range from 
only BGP update messages. Stateful features must have state 
information calculated since the previous snapshot. The 
simplest example of a stateless feature is Update Message 
Counts; the simplest example of a stateful feature is Implicit 
Withdraw Counts. More information about BGP features can 
be found in [16]. The tools presented in this paper use the 
stateless features Announced Prefix Counts and Withdrawn 
Prefix Counts, both of which are converted into BGP 
timeseries, with i = 30k ms. 

B. BGP Route Links Graphs 
A Route Links Graph (RLG) is composed of the set of 

AS 

 Nt = {as0, as1, … asm} (2) 

and the set of observed links between the AS in N, at time t. 
The observed links come from the routes stored in the VP 
table. For example, consider the first row of Table 1. The 
links from that route (disregarding the intervening 
hypothetical AS) are from 174 to 2235 and from 2235 to 
3156. The set of links 

 Et={l0, l1, … , ln} (3) 

make up the edges of an RLG. Putting the nodes and edges 
together, an RLG at t is defined as 

 RLGt = {Nt, Et}. (4) 

Additionally, each node in RLGt contains some kind of 
semantic type st ∈ {VantagePoint, CollectionPoint, 
TransitAS, AutonomousSystem}. The default semantic type is 
AutonomousSystem. Nodes are given a semantic type of 
VantagePoint if they are known to be a VP from which data 
is collected. 

C. BGP Tensor 
For the purposes of this paper a tensor is simply a higher 

(beyond 2) dimension matrix. We will be discussing three-
way tensors, though we have worked with five-way tensors 
as well. The three-way tensor X ∈ ℜTxAxV defines for each 
message the time at which the message was issued (binned 
appropriately), the AS originating the prefix, and the VP 
receiving the message. The dimension sizes for X are given 
by T, the total number of time bins (constructed in exactly 
the same manner as a BGP Timeseries); A, the total number 
of AS observed during the span of T; and V, the total number 
of VP observed during the span of T. Just like a BGP 
Timeseries, a BGP Tensor has a start time S, and an interval 
i. Also like BGP Timeseries, the feature the tensor is 
constructed from can be stateless or stateful, and the rules for 
feature construction are the same. 

IV. EVENT CHARACTERIZATION 
The Real Time Alerting System drives all of the 

mechanisms discussed here. This system runs on an eight-
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core server with 64GB of RAM. The Real Time Alerting 
System checks periodically (the frequency depends on the 
average consistency of data availability) to see if the ingest 
system has downloaded and processed new data. If new data 
are available, event detection is executed. If an event is 
detected, classification and localization are executed. The 
results from these three processes are placed into an alert 
message, which is then e-mailed to recipients depending on 
its content and the recipients’ configured alert preferences. 
There are edge cases, such as data being available from only 
some sources and not others, which are not discussed here.  

All of the tools described in this framework are the result 
of careful study of the Autonomous System’s response to 
historical events, and Autonomous System simulations. 
Through manual study of BGP data and using external 
sources, we derived a list of more than one hundred events of 
various types (e.g. cable cuts, power failures, DDoS attacks, 
worms, etc). This historical data set was then divided into 
“training” and “validation” through statistical sampling. We 
also have examples of the tools’ responses to events they 
were not explicitly trained on, as well as a track record of 
event detection post 2007. 

During the construction of the historical event datasets 
we noticed that direct comparison of historical data to 
modern data was not possible, as the size of the Autonomous 
System has grown significantly since the year 2000 (when 
our data begins). To compensate for this magnitude 
discrepancy, we arrived at a data normalization method that 
is based on a short sliding window of the 25th percentile of a 
given feature, scaled by a long sliding window of the 75th 
percentile of the same feature. For some BGP timeseries Z 
={S, i, {x0, x1, … xn-1}} we apply a 25th percentile sliding 
window of length k0 (where k0 is short, say 2000) to get 
Z25={S, i, {g0, g1, … gn-1}} and a 75th percentile sliding 
window of length k1 (where k1 is large, say 30,000) to get Z75 
={S, i, {h0, h1, … hn-1}}. To get the normalized BGP 
timeseries Znormal, we divide each element of Z25 by the 
corresponding element of Z75. Thus, we have 

  Znormal={S, i {g0/h0, g1/h1, … gn-1/hn-1}}. (5) 

A. Event Detection using Hidden Markov Models 
Hidden Markov Models (HMMs) are an extension to a 

Markov model where the states themselves are not 
observable. Instead, the model emits an observable symbol at 
each time step, and the emission distribution depends upon 
the current (hidden) state [17]. Hidden Markov Models have 
three components that make up the model: a state transition 
matrix, an emission matrix, and a vector of initial state 
probabilities. For all the HMMs described in this paper, the 
initial state probabilities are constructed to favor starting in a 
low state.  

HMMs work against observed symbols. For event 
detection we determine the most likely state sequence for the 
model, given a symbol sequence Zsymbols. It should also be 
noted that when using an HMM in this fashion the leading 
edge of the model is not stable, and this instability is the 
second most impactive issue (after data availability) on how 

close to real-time this method of event detection can be. We 
have found that a five-minute delay in alerting from the 
leading edge of the model provides acceptable performance. 
Our model was built under the operating assumption that the 
longer and harder the Autonomous System must work to 
maintain stable routing, the more likely it is that the period in 
question is of note. While it may seem that we are overlying 
state partitioning arbitrarily, there is evidence from finite 
state abstraction work [18] to suggest that our partitioning is 
valid, but a mathematically rigorous and conclusive study 
has not yet been completed. We outline model construction 
and symbol generation below. 

1) Alert HMM Transition Matrix Construction 
Our event detection HMM consists of sixteen states; this 

number was arrived at by manual evaluation of model 
performance against training events. The matrix has a strong 
diagonal with weak off diagonals. This means the model is 
reluctant to change state.  It is also easier, in lower states, to 
drop down a state than to go up a state. Note from Fig. 2 that 
the model can only transition a maximum of two states in a 
time step. As the state number increases, the chance of 
staying in that state also increases. Thus the higher the 
current state, the less likely the model will transition into a 
still higher state. This ensures that dramatically high states 
are unlikely to occur by chance.  

 

Figure 2.  Example Alert HMM Transitions Matrix. The main, dominant 
diagonal is shown darker than the top and bottom off-diagonals. 

2) Alert HMM Symbol Generation 
To generate the alert HMM symbol timeseries ZWsymbols 

we first produce a normalized Withdrawn Prefix Count BGP 
timeseries ZWnormal. We expect the numbers in ZWnormal to be 
quite small. In order to have predictable limits, the timeseries 
is clamped to the interval [0.25, 5], and then mapped to the 
interval [1,10] and log transformed, yielding a timeseries in 
[0,1], which is then discretized into 50 evenly spaced bins to 
produce the symbol series ZWsymbols. The number 50 was 
empirically determined to yield satisfactory results. ZWsymbols 
is the symbol sequence that drives the Alert HMM. 

3) Emission Matrix Construction 
Our event detection HMM emission matrix is constructed 

with 16 states and 50 symbols. The state count follows from 
the transition matrix building process, and the symbol count 
follows from the symbol generation process. The emission 
probabilities are generated by sampling a series of 
distributions to produce a set of curves that describe the 
probability of emitting a given symbol while in the current 
state. We are currently researching methods to determine the 
best distributions for generating the probability curves. The 
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current distributions are overlapping Gaussians, shown in 
Fig. 3. 

 

Figure 3.  Plot showing emission probability curves. Each line represents 
the curve for one individual state. State 1 has the highest probability of 
emitting symbol 1, progressing monotonically so that state 16 has the 

highest probability of emitting symbol 50. 

4) Alerting 
We have completed our discussion of how the Alert 

HMM is constructed and how its symbols are generated. 
Construction only occurs once, as after initial construction 
the model is simply executed on new data. The Alert HMM 
is executed periodically on new incoming data to determine 
if a new alert state is necessary. The output of the model is 
the most likely state, given the input symbols. The state 
space is then partitioned into 4 alert levels as shown in Table 
2. Level 0 indicates no alert, while level 3 indicates a 
disruptive event on the scale of Code Red or Nimda. 

Table 2: Table showing the mapping from Alert HMM state to Alert Level 

Alert Level Alert HMM States 
0 0 through 8 

1 9 through 11 

2 12 through 13 

3 14 and higher 

 

When the alert level changes (due to state change in the 
Alert HMM) an alert upgrade or downgrade is issued. 

B. Event Classification using Competing Models 
We classify events in much the same way that we detect 

them⎯using HMMs. In the case of event classification the 
goal is to place a label on an unknown event to indicate its 
probable event type family. For the research presented in this 
paper we have three event type families: Quiet, Natural, and 
Malicious. The Quiet label is defined as behavior that is 
indicative of normal Autonomous System operation. The 
Natural label is defined as behavior that most closely 
matches that of Autonomous System response to cable cuts, 
power failures, etc. The Malicious label is defined as 
behavior that most closely matches that of Autonomous 

System response to worm propagation, botnet activity, 
DDoS, etc.  

An HMM is built for each label, and then the system 
determines which HMM is most likely to have produced the 
given symbol sequence Zsymbol—a very traditional method for 
using HMMs. The models compete for the most likely match 
to the data and the model with the highest match provides the 
classification label for a given alert. Of significant note here 
is that the actual probabilities returned by the models are 
extremely small—it is their relative performance (on a 
logarithmic scale) that is important. This scenario allows for 
the advantage of knowing when a new model is necessary. If 
the alert HMM indicates an event, but none of the models fit 
the data as well as they did just before the event, then this 
event represents the Autonomous System responding to an 
unknown stimulus and a new model should be created to 
classify this unknown event in the future. We outline model 
construction and symbol generation below. Classification 
emissions matrix generation is nearly identical to that of the 
alert HMM so we omit detailed build descriptions. 

1) Classification HMM Symbol Generation 
A symbol sequence for event classification is constructed 

from two features: Announced Prefix Counts and Withdrawn 
Prefix Counts. Each feature is processed into a symbol 
sequence in a fashion identical to the Alert HMM. Let 
ZAsymbols = {S, i, {a0, a1, … , an-1}} and ZWsymbols = {S, i, {w0, 
w1, … , wn-1}} be the timeseries of these features, 
respectively. We then combine these two symbol streams 
into a single stream, ZCsymbols, using: 

ZCsymbols = {S, i, {(50*w0)+a0, (50*w1)+a1, … , (50*wn-1)+an-1}} (6) 

ZCsymbols has a symbol space of 2500 symbols.   

2) Classification HMM Matrix Generation 
While the emission matrix is shared among classification 

models, each uses an individual transition matrix, built from 
known event data. The transitions matrix for each model is 
generated from symbol data derived from Equation (6). The 
generation involves defining a uniform partitioning of the 
symbol space into 36 states (six states for each feature). We 
then use historical event data that matches the label for the 
given model and count how often the state sequence 
transitions between each pair of states. We take this count 
information and use it to generate the statistics for the 
appropriate classification state transmission matrix. 

The emission matrix is constructed with the same method 
as the alerting HMM, but adjusted to accommodate 36 states 
and 2500 symbols.  

As with the alerting HMM, model construction only 
occurs once, and thereafter can simply be run against new 
data. After the Alert HMM has upgraded the alert level, the 
various classification HMMs are executed (one HMM for 
each classification label) and their probabilities are 
compared. The label of the model with the highest 
probability is the label applied to the event. It should be 
noted that the actual alert content contains all the model 
outputs to allow for direct comparison. 
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C. Event Logical Localization using Tensor 
Decomposition and Graph Analysis 
Our method for locating an event within the Autonomous 

System topology is based around two components: tensor 
decomposition and graph analysis. This paper provides a 
brief overview of the procedure, as a more detailed 
discussion of our method for logical localization is given in 
[19]. We use PARAFAC/CANDECOMP tensor 
decomposition, a procedure that produces a collection of 
rank-one tensors that, when summed, approximate the 
original tensor [20]. A rank-one tensor is one that can be 
expressed as the outer product of a vector in each dimension. 
The first few rank one tensors provide the most significant 
components of the approximate tensor. Fig. 4 provides an 
illustration of this type of tensor decomposition.  

 

Figure 4.  Example of tensor decomposition. The approximate tensor is 
expressed as a sum of rank-one tensors, each of which is an outer product 

of three vectors: one in each dimension. 

We use these rank one tensors to directly detect the most 
significant points in time (tx), AS, and VP present in the 
tensor of BGP features (in this case, Withdrawn Prefix 
Counts).  From these points we have essentially both sides of 
the disruption: whom it impacts (the AS) and where it was 
observed (the VP). However, this might not be the complete 
story. While the disruption might be taking effect at the 
tensor detected AS, the actual problem could be in the 
topology between the AS and VP. This issue is solved by 
using graph analysis on an RLG built at the start of the time 
span of the tensor. The analysis nominates a likely set of 
nodes between the AS and VP that may also be contributing 
to the disruption. 

1) Localization BGP Tensor Construction 
Suppose that the Alert HMM detects an event at time T. 

This time may not indicate the greatest disruption (it may be 
yet to come) but it does indicate abnormal enough behavior 
that routes have been affected. We construct a Withdrawn 
Prefix Counts BGP Tensor Xwpc with a start time ts = (T – 4 
hours) and interval i = 60,000. We have also experimented 
with Implicit Withdrawn Prefix Counts, an approach that 
performs better for some types of events. After removing 
nonparticipating or minimally contributing AS and VP, this 
tensor represents, for each (binned) point in time t, AS a, and 
VP v, the number of withdrawn prefixes observed by v, 
originating from a, at time t. While Withdrawn Prefix Counts 
are stateless features, a base snapshot is still necessary to 
construct Xwpc, because the prefix origination state must be 
known. Unlike constructing the HMMs for event detection 
and classification, this tensor must be constructed each time 

a logical localization is to be performed. Xwpc is decomposed 
and the decomposition leads to nominated AS and VP. 

2) Localization Route Links Graph Construction 
We construct an RLG Gts at the start time of Xwpc, 

showing the network topology prior to the disturbance. This 
graph is nearly identical to a general RLG with the exception 
that it has additional semantic type labels of NominatedAS 
and NominatedVP. These labels are applied to the AS and 
VP in Gts that were nominated by the decomposition of Xwpc. 

3) Logical Localization 
At the time graph analysis occurs we have the set of 

decomposition nominated AS (Das) the set of decomposition 
nominated VP (Dvp), and the RLG Gts. We then compute the 
edge betweenness (a metric based on the frequency of 
appearance on the shortest paths between nodes) of all edges 
in Gts using Das as the source nodes and Dvp as the 
destination nodes. Because we specified starting and 
destination sets, we ignore edges not on a shortest path 
between a node in the source and a node in the destination. 
This step leaves the set Escored of edges that exist on shortest 
paths and have a non-zero betweenness score. Next we take 
Escored and consider the set of nodes that attach to the edges in 
Escored that have a betweenness score greater than 0.6. The 
new set of graph analysis nominated nodes (Aas) contains the 
nodes with high betweenness on shortest paths from 
decomposition nominated AS to decomposition nominated 
VP. We ignore the case where a VP may end up in Aas. The 
final set of nodes being nominated as involved in the 
detected disturbance is Nas = Das ∪ Aas. This list tends to be 
small (less than 50 nodes) and, for many events, contains less 
than 20 nodes. When the content for the alert message is 
created we cap the number of nodes to 15. We are currently 
developing a method to rank nodes in this set based on either 
which rank-one decomposition element they came from or 
their betweenness score to try to ensure we retain the most 
significant nodes.  

V. CASE STUDIES 
This section gives an overview of how our tools respond 

to various recent events and some context as to how these 
tools can be used to provide useful global scale situational 
awareness of events in the Internet. These case studies were 
chosen as recent examples that our operational prototype 
detected and readers may be familiar with. We have run 
these tools against many historical events and operationally 
detected many events that occurred during and after 2007. In 
addition to an automated alerting system, ICASA also 
maintains an analysis portal with interactive versions of the 
tools that support human-in-the-loop analysis. 

A. Misconfigured Router in China Hijacks IP Prefixes 
BGP contains a protocol level vulnerability caused by 

being unable to gauge the validity of an AS announcing a 
prefix [21]. Many AS operators address this by applying 
specific filters and forwarding policies [22]. However, this 
method relies upon the correct operation of the filters. This 
vulnerability allows for prefixes to be “hijacked,” wherein an 
AS announces a prefix that it is not truly responsible for. 
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Neither construction nor validation of any of the 
discussed models concerned prefix hijacking. This case study 
represents the framework working against a completely 
unknown type of event (prefix hijacking) from a behavioral 
dynamics standpoint. We used our protocol analysis tool that 
can detect hijacked prefixes to confirm the results given by 
the behavioral models. This tool uses an AS’s previous 
announcement history to place a statistical confidence in the 
validity of its current announcements, extending prior prefix 
hijack work based only on the difference between BGP 
snapshots [23].   

The ICASA Internet Monitor issued an alert only for the 
collection point Ripe 4 at 15:50 GMT on April 8, 2010. Fig. 
5 shows the Alert HMM output from the analysis portal. 

 

Figure 5.  Analysis portal Alert HMM output detecting the hijack event. 

The classification for the detected event was Malicious 
(indicative of a worm, DDoS attack, etc.). Fig. 6 shows the 
Classification HMM output during the event. While the 
behavioral tools performed well at detecting and classifying 
this event, the real insight comes from our hijacked prefix 
detection tool.  

 

Figure 6.  Analysis portal classification output for the detected event. Note 
the large change in relative output magnitude during the highlighted time. 

The numbers of hijack alerts for AS 17633 and 5839 fall 
within reasonably normal ranges, so some amount of normal 
operation looks like hijackings. The number of hijack alerts 
for 23724, however, is two orders of magnitude larger than 
normal. Based on this information we conclude that the 
cause of the abnormal Autonomous System behavior was a 
large number of hijackings. The logical localization for this 
event supplies a list of 20 AS numbers. The meaning of this 
list is best interpreted in the context of the prefix hijacking 

result above. 14 of the nominated AS were prefix hijack 
victims and one (23724) was the hijacker. Fig. 7 shows a 
portion of the (first-generation) logical localization 
situational awareness visualization. 

 

Figure 7.  Route Change Graph for the detected event. The nodes are AS, 
the light (green) lines are added routes, and the dark (red) lines are removed 

routes. 

This visualization is a Route Change Graph, which is the 
difference of two RLGs, with one taken before the event and 
one after. Fig. 7 shows the hijacker (the start of the red fan) 
losing its routes back to the victims (the nodes attached to 
green edges). If taken earlier in time the red and green swap 
places showing the hijack occurring rather than resolving. 
The results of this informal analysis correlate well with 
analysis performed by the Renesys Corporation [24]. 

B. Egyptian Internet Connectivity Dramatically Affected 
during Anti-Government Protests 
The ICASA Internet Monitor issued a series of alerts 

between 2200 and 2230 GMT on January 27, 2011. Across 
all of the data collection points, the event is unanimously 
classified as Natural (indicative of power failure, cable cuts, 
etc). Also of note are the logical localization results. AS 
36992, 24863, 8452, 7545 are agreed upon by the 
localization from the different collection points 0 and 4. The 
Classification HMM output plot provides context for when 
the event received its Natural label. While the Quiet and 
Natural probabilities track each other before the event, Quiet 
still dominates. During the event the Quiet model probability 
drops dramatically. After the event, it takes about an hour for 
the Quiet model to resume its prior level.  

Fig. 8 shows a second-generation situational awareness 
visualization of the logical localization human analysis tool. 
The visualization relies heavily on color. It gives an 
indication of the geographical location of nominated nodes, 
and their relative importance in the topology of the 
Autonomous System. Most of the nodes relevant to the 
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detected event are located in the Middle East / Europe but are 
not critical for global Autonomous System operation.  

 

Figure 8.  A visual layout of analysis portal logical localization output 
during the detected event. Nodes from the RLG are laid out around the 
circle based on their geospacial longitude. A node’s distance from the 

center is determined by how involved it is in the event, as determined by 
the localization process. Nodes nearest to the center are the most involved.  

The results from the presented information analysis 
indicate that the event was Egyptian in origin, occurred at the 
same time as the anti-government protests there, and look 
most similar to Natural events such as cable cuts or 
blackouts. These results also correlate well (in time and AS 
space) with an analysis done by the Renesys Cooperation 
[26]. 

VI. CONCLUDING REMARKS 
We presented a viable approach for accomplishing global 

scale situational awareness of the Internet and provided this 
awareness through disruptive event detection, classification, 
and localization. Using our framework consisting of models 
in the form of HMMs, tensor analysis, and graph analysis we 
showed how our approach provides a principled automated 
method for detecting, classifying, and localizing disruptive 
Internet events. Additionally we showed from case studies 
that the results of the automation provide good analysis 
starting points–there are several paths that both the 
automation and human driven analysis can take forward. 
This framework has been an operational prototype from the 
year 2007 to the present. 
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