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Abstract

Communications networks as diverse as wired telephone systems and online chat forums record
information about every message that they carry, creating enormous, relentlessly growing streams of
data. Hidden (often deeply hidden) in these streams is a rich, dynamic view of the people who use
the network and their patterns of interaction, but tools forextracting, analyzing and visualizing that
information are lacking. Email communications present particularly challenging problems, because even
basic information, such as the identities of senders and recipients of a message, must be pieced together
by parsing log files on multiple servers across time. People may have multiple aliases that have to
be translated to unique identifiers, and lists of group recipients may have to be exploded to individual
people. Moreover, the ratio of spam, which is of little use for understanding patterns of communication,
to useful messages is high even with aggressive spam filters.This report describes a statistical approach
to meeting these challenges for an email history derived from 75 days of log files for several mail servers
that handle email for hundreds of people in the research organization at Bell Labs. Some of the results
about the structure of the email network are surprising and contradict common assumptions about social
network behavior. The email exchanges for a subset of addresses that exchange email with each other
and with addresses outside the corporation are analyzed in detail, providing a firm basis for building
statistical descriptions of normal email activity that canbe used to identify anomalous behavior.

1 Introduction

Communication media are diverse, but it is often possible tobuild surprisingly similar data structures for
them: each communication corresponds to one line in a “log file” that reports who communicated with
whom, when, and how long, with “how long” measured by duration or message size. These files usually do
not contain information about the topic or content of the communications, but, even without that, it is easy to
believe that log files can provide a richly detailed, dynamicview of communication and social networks. A
view of the network structure may be of interest in its own right, as a description of how the communication
medium is used or how the people involved interact, or it might be needed to detect anomalous groups or
individuals. In either case, the first step is to get a good description of the background or typical patterns
of activity and interaction in the network, since it is not possible to detect anomalous behavior without a
complete and accurate description of the range of typical behavior.

This report describes progress in understanding how to describe behavior in a social network built from
email communications. First, Section 2 describes how log files of email records can be built from SMTP
(Simple Mail Transfer Protocol) message streams and turnedinto objects that are amenable to statistical
analysis. Section 3 describes the social network built froma complete set of email records obtained from
several servers over a 75 day period. This network turns out to be unlike previously reported social networks.
For example, it is common to assume that the number of contacts per person in a social network follows a
power law distribution, but the number of correspondents for each address in the full email data set closely
follows a distribution that is heavy tailed with respect to the power law. Moreover, almost from the start of
the study, addresses appear and vanish at constant rates that are unlike those for other social networks in
published reports.
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Despite aggressive spam filters that stop at least 95% of all email from entering the research network, it
is likely that the full data are infected by spam and bulk mailings. Plainly, these messages are not useful for
understanding the activity of typical people. A reduced network is often built by thresholding on number of
messages or number of correspondents, but thresholds require arbitrary decisions about what level of activ-
ity to exclude. Moreover, thresholding is far from adequatebecause much spam is cleverly constructed to be
short and involve only a few recipients, and most of the spam that is not clever is filtered out before reaching
the servers monitored in this study. Consequently, Section4 takes a different approach and shows that a
reasonablecore network, worthy of further study, can be built by applying a set of relationship conditions to
addresses rather than thresholding their activity. These same rules should also prove useful for understand-
ing which messages to ignore in future dynamic analyses. Thecore network is much less perverse than the
full network. Moreover, applying increasingly restrictive relationship rules give node degree distributions
that become quantifiably tamer, and there is a graceful transition that can be explained in terms of mixtures
of behaviors within and across nodes (Section 5). The question of whether there are identifiable clusters in
the core network is then addressed in Section 6. Again, the answer turns out to be subtle. Finally, impli-
cations for dynamic analysis of email networks for suspicious groups and future directions are described in
Section 7.

2 Measuring An Email Network

Email processing is complex. A transfer of email from a sender to a set of recipients typically uses SMTP
(Simple Mail Transfer Protocol), which requires a conversation of requests and responses between the send-
ing client and the receiving server. A client initiates a mail transfer by sending a request to the server, which
responds with a greeting that either accepts or rejects the initiating request. The request and response are
supposed to follow a particular format, but this format is not always followed exactly, which can result in
an error message. Once a connection is established, the client sends a mail address, which also has to be
accepted. When accepted, the client sends a request for receipt for each recipient of the message. Each
request is accepted or rejected separately, and the client records which are accepted and which are rejected
for each message. For each accepted request, the client sends a DATA request to initiate transferring the
message and its header. If the server accepts the DATA request, then the client sends the encoded message
and waits for a response. Delivery to each recipient generates a separate log entry at the receiving server.
If the recipient is a group and some members of the group receive email on a different mail server, then
the receiving server starts a conversation with each of these servers. If the client receives an error message
during transmission, it quits without sending a final message. Otherwise, transmission is successful. If the
connection closes prematurely or the client believes it hasclosed prematurely, then the email message is
sent again.

Each step of processing email generates a time stamped entryin the log files at the client and server. Log
files also include server status messages and error messages, such as failure to deliver, and comments, such
as the mail server is misconfigured. Given the pervasivenessof spam, failure to deliver notices are plentiful.
More importantly, though, building a record of basic information about an email transaction, such as who
sent the email when and to whom, requires traversing log fileson several servers, unless the same server
handles email for the sender and all recipients of the message. Otherwise, an email transaction is identified
across clients and servers by a message id that is unique across servers and time. (If well-formed, it should
include a timestamp.) Within a server, qid’s associate recipients on the server with a message id. For more
details on the SMTP protocol, see Postel (1982) or Costales and Alman (2002).

The network used in this study consists of a gateway and six servers. The gateway which is two physical
machines that act as one virtual machine running SMTP, connects to the public Internet through a firewall
that filters for spam and viruses. The servers handle email behind the firewall for a large set of researchers,
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interns, and support staff at Bell Labs, plus a set of other corporate employees who have email addresses on
the research network. Several bulk mailings, such as announcements of talks, new internal technical reports
or table of contents for new issues of journals, are also handled by these servers.

The first step in creating a record of an email message is to identify who sent the message and the people
who received it, even if they received it as members of a groupor under an alias. Any address that identifies
an internal group, such as all of Research or all members of a particular department, is expanded into a list
of addresses for individuals using information that is keptat the server that handles the group’s email. Each
internal address has to be mapped to a unique person because addresses as different as abc@lucent.com,
xyz@bell-labs.com, xyz@research.bell-labs.com, and spot@machine.research.bell-labs.com may all corre-
spond to the same person. If so, all are mapped to the unique identifier abc@lucent.com using a corporate
database. (No one has more than one address of the form “name@lucent.com”.)

All addresses were encrypted to protect the privacy of correspondents, as was required to obtain per-
mission for this study. Names in the Lucent domain were encrypted, so abc@lucent.com might become
243781297257e2fe2cc5b23b39baffb7@lucent.com. External names and domains were both encrypted, so
abc@xyz.edu might become edfda4572ecac8a51d420f4a05fbeb07@bb816b4636d451797aa6af854dfc5a44.
Consequently, all addresses and domains can be distinguished, but external domains cannot be identified.

Not all important information can be obtained from log files.In particular, the content of the message
is unknown because neither the subject line nor the body of the message is kept in log files. As a result,
a message sent from address B to address A might be a followup to an earlier message from A to B, or it
might concern an unrelated topic. Timestamps can be used to detect that two people traded email rapidly in
a short period, but not that they were corresponding about only one topic. Also, the anonymization destroys
information about organizational structure. Finally, recipients that are blind copied or carbon copied are
not distinguished from those in the direct “to” list, because that information is not available in the log files.
While obtaining more detailed data would be interesting, concerns about privacy make that infeasible in
many environments. Hence, it is important to understand howmuch can be learned from anonymized data
which are much less sensitive.

During the period of the grant, perl code was written to convert the raw anonymized log files into a
historical record of email communications. More precisely, SMTP log files were collected daily for several
months and anonymized. These files were then traversed across servers to find the complete record of each
email transaction, including all recipients, and across days to build records for messagesthat were sent late
at night or were delayed in transit. The perl processing ignores email to unknown recipients, duplicate
or errored transmissions, undeliverable email, and error messages, such as comments about misconfigured
clients or servers. Messages that people send only to themselves are also ignored, as these are not useful for
understanding patterns of communications between people.Such messages constitute a significant amount
of traffic for this community of users. Finally, senders are removed from recipient lists, so a recipient is
never equal to the sender.

Perl processing removes email that is undeliverable, whichremoves a great deal of spam, but many ques-
tionable messages remain. For example, 1232 of the remaining messages are dated from August or earlier,
although the log files are dated from September 30 through December 13, a period of 75 days. It is not clear
why delivery was delayed for more than a month, if it was in fact delayed that long, but there are so few
of these far-out-of-scope messages that they give almost noinformation about how people communicated
during that period. Thus, we restrict attention to messageswith delivery dates on or after September 29,
even though the records for September 28 are available in a few of the files dated September 30. Parsing
the SMTP messages across mail servers, removing stale messages or those with invalid timestamps, and
removing undeliverable messages produced 805,110 valid messages over 75 days.

Perl code converts the remaining messages into binary files that can be used in the open source statistical
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analysis system R.1 In R, each message is represented as a list of items that includes the message id, the
anonynmized sender, a vector of anonymized recipients, thesize of the message (which is useful for distin-
guishing messages that are only text from those with attached formatted documents), the start date of the
message both as a text string and as unix time (seconds from the start of January 1, 1970), and the delivery
date in unix time. The original log files required 4GBs to store, while the message objects in R require only
50 MBs.

3 Structure of the Complete Network

In some ways, the data collected are unremarkable compared to that from other studies of communication
networks. For example, Figure 1 shows the number of messagesper hour over the 75 days with two smooth
fits obtained using quadratic loess smoothing. (Cleveland and Devlin (1988) and Cleveland and Grosse
(1991) give detailed information about loess smoothing andits efficient implementation.) The flatter, smooth
curve, which was obtained with a longer span or smoothing window, shows that there was about a 40%
increase in email during the study. The more detailed curve corresponds to a smaller span and shows a
strong day-of-week pattern, with less email on weekends. Asexpected, the weekend dip starts early in the
week of Thanksgiving. The dip in email for the first week of November is mysterious, but, overall, the
timing of email messages conforms to the work schedule that we would expect researchers to follow.
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Figure 1: Number of email messages by hour over 75 days, with longterm trend and cyclical pattern super-
imposed. Dotted vertical lines denote 12:00 a.m. Monday.

More detailed graphs of hour-of-day patterns (not shown here) show the typical, expected patterns, with
about 350 messages per hour on average between midnight and 8a.m., rising steeply to about 600 messages
per hour at 10 a.m., with a dip to about 500 between 12:00 and 1:00 pm. Traffic then returns to about 600
messages per hour until about 5 p.m. at which time it drops to about 400 messages per hour until 11 p.m.
There is a spike in email traffic around 11 p.m. Email does not drop off precipitously in the wee hours of
the morning, perhaps because automated bulk mailings are sent in off-peak hours.

1R is based on the S language, which was developed at Bell Labs and won the ACM Software System in 1999 with the citation
“S has forever altered the way people analyze, visualize, and manipulate data”.
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Although the timing of the email activity is unexceptional,the structure of the network built from the
complete email data is far from standard. For example, the 805,100 messages correspond to 176,761 ad-
dresses with a total of 303,499 unique directed links and 296,742 undirected links, where a directed link is
created between addresses A and B if A sends one or more messages to B during the study and an undirected
link if A sends B email or vice versa. These statistics suggest that there is a giant connected cluster in the
network. Indeed, the most connected address sent email to 87,899 different addresses, or about half the
addresses collected during the study, another address sentemail to 25,197 different addresses, and 19 inter-
nal, corporate addresses received email from more than 1000addresses each. With these kinds of “heavy
hitters”, it is inevitable that the there is a giant connected cluster. Moreover, there is no obvious threshold
between “reasonable” and “unreasonable” levels of activity that can be used to exclude some addresses from
the computation of links to nodes.

It is not just the heavy-hitters that are unusual in the emailnetwork, however. For example, the in-
degree probabilitypk of a network is defined to be the probability that a node (address in this case) receives
email fromk distinct addresses; the out-degree probabilitypk is the probability that a node sends email to
k distinct addresses. Random graphs have Poisson degree distributions, while ‘regular’ networks often have
power law degree distributions, although exponential and normal distributions have also been observed.
(See, for example, the review paper Strogatz (2001).)

For this email network, the in and out degree probabilities behave likepk ∝ (log(k + 1))−γ where
γ ≈ 5.9 for the in-distribution andγ ≈ 5.2 for the out-distribution, as Figures 2 and 3 show. In these
figures, the black curve shows a loess (nonparametric) smooth of log(pk) againstlog(log(k + 1)), and the
straight red line shows a least squares fit corresponding to nodes with degreek ≤ 100, which are the nodes
most likely to correspond to people.2 The linear fit and the nonparametric fit agree closely, suggesting that
the power-law model is too tame for these data. There is some evidence (with much noise) that the extreme
tail of the out-degree distribution is even heavier than that of a (log(k + 1))−γ model.

In Degree

N
o.

 A
dd

re
ss

es

1 2 3 5 10 25 100 1000

1

10

100

1000

10000

70000

Figure 2: The in-degree distribution, with a (black) nonparametric fit. The red line suggests thatpk behaves
like (log(k + 1))−5.9.

A different question is how fast does the network change? Twosimple measures are the rate at which
new addresses are added and the rate at which old addresses are dropped. Typical networks start with a huge
birth rate (since all addresses are new to start), but they eventually reach a steady state in which the birth rate
is roughly proportional to traffic volume. The network builtfrom the full data is different, though, because

2Commonly, degree distributions are fit to binned counts, which reduces the variation in the data, especially in the tails. In
contrast, loess replaces each observed(ki, ni) with (ki, p̂i) wherep̂i is predicted from a weighted quadratic regression with the
contribution of(k, p) to p̂i depending on the distance ofk from ki.
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Figure 3: The out-degree distribution, with a nonparametric fit (black curve) and linear regression (red line)
fit to values of out-degrees no larger than 100. Herepk ∝ (log(k + 1))−5.2

the number of new addresses per hour is remarkably stable throughout the study period.(See Figure 4.)
Births and deaths each occur at a rate of about 93 addresses per hour, because most addresses appear only
once. Links are also added and dropped at constant rates of about 158 new links each hour. These results
contrast with those for other communication networks. Corteset. al. (2003), for example, present a study
in which the growth of new telephone numbers did not stabilize until after 18 weeks. One explanation for
the more rapid growth in email is that spam overwhelms legitimate email much more than telemarketing
(which was prevalent during the Cortes study) overwhelms legitimate telephone traffic, and the fraction of
email that is spam is more or less constant over this period. In short, the network built a set of full email
data is interesting but may not represent the interactions of a social network of ordinary users.
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Figure 4: Cumulative numbers of addresses added each hour (in black) and addresses dropped each hour
(in red) with least squares fits. After the first several hours, addresses are added and dropped at a constant
rate of about 93 per hour each. Typical networks show exponential growth to start, with linear growth after
stability is reached.
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4 Defining a Community

Naively, the first step in defining a core set of email customers is to choose a subset of messages that look
more like personal communications than bulk mailings or spam. Thresholding the number of recipients is
not straightforward, though. Here, 102 messages have at least 100 recipients, 8 have more than 500, and
one message has 1834 recipients. While 1834 recipients is excessive, omitting one message has little effect.
Before 1834, however, there is no obvious break in a histogram of number of recipients per message, and
thus no clearcut threshold that divides personal and impersonal messages.

Similarly, there is no obvious upper limit on the number of personal messages sent or received in 75
days, although some values clearly suggest impersonal, bulk mailing. One address in the Lucent domain,
for example, received 37,787 messages, which seems excessive, but 95% are from one external address. The
messages start on November 20 and then arrive steadily at a rate of about one per minute (or 1400 per day),
except for a slower period around Thanksgiving, suggestingthat the recipient is using email as a primitive
monitoring scheme, perhaps because the machine being monitored is outside a firewarll. Ignoring these
“monitoring” messages, the volume of email to and from this anonymized address is unremarkable. Thus,
removing an address solely because it receives too much email is not necessarily wise.

Instead of removing addresses based on activity levels, we believe that addresses should be removed
based on their relationships with other addresses. In this case, the context is exchange of email by members
of a research organization. There is limited information about identities from the data itself, but there
is latent information about ’researcher’ vs ’non-researcher’. In particular, the nature of research implies
that any researcher will have ties to other people in the research organization and to researchers outside
the organization. Thus, two criteria are imposed to define anaddress in the Bell Labs community for
the purposes of this study. (1) The address must receive email from and send email to other addresses
in the domain lucent.com. (2) The address must receive emailfrom and send email to addresses outside
lucent.com. This reduces the full set of 176,761 addresses to 340 internal addresses, which is not inconsistent
with estimates of the number of researchers who would have used the servers involved in this study. (There
were more than 400 researchers plus administrative staff when the data were collected, but some prefer to
use a corporate mail server that could not be monitored.) Forthe remainder of this report, the data are thus
reduced to the messages sent and received by these 340 addresses. We retain all recipients on messages sent
by this community, but mostly focus on the exchanges with other people in Lucent rather than with external
addresses.

The reduced dataset includes 42,522 messages, or 5% of the original 805,100 messages, over 75 days.
The network built from the reduced data is called thereduced community when all recipients of an email
message are included, and it is called thecore community when only recipients within lucent.com are in-
cluded. (By design, each message has at least one recipient in the Lucent domain.) Note that the core
community includes some internal addresses that do not passthe “researcher” criteria because they cor-
respond with the core community. Also, both the reduced and core communities are based on the same
42,522 messages; the core community merely ignores external recipients. Finally, to avoid working with
long anonymized email addresses, each internal address (whether in the core group or not) is assigned a
random two letter name; e.g., “d1ae0af75bdb218fdbab01814d1fe539@lucent.com” was randomly assigned
the name “ab”.

It is worth emphasizing that choosing which addresses to monitor based on relationships and connections
with other addresses instead of choosing addresses based solely on activity levels is appropriate when the
final goal is to understand network behavior and connectionsbetween nodes, while thresholds on activity
are more appropriate when the goal is to understand nodes in isolation. With many communication media,
the most prolific nodes are the least interesting, whether they be email addresses, Internet addresses, or
telephone numbers, while some of the most important or suspicious nodes limit their activity to increase
their chances of remaining hidden.
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Relationship rules can be as easy to apply in dynamic settings as thresholds on activities. For example,
consider the rule: a node is interesting if it has in and out connections with people in a group A and with
other people in a group B. If a message appears for a new node, then start a short record that includes its
address and space for four dates or dates/times: last message from A, last message to A, last message from
B, and last message to B. When all conditions are met, or when all conditions are met within a specified
length of time, the address is added to the monitored list. The changes needed to require that there be more
than one link to group A or B before a node is fully monitored are obvious.

Finally, other kinds of relationship rules have been used todefine communities of interest from email
data. Schwartz and Wood (1993) began with a full network built from about the same number of messages
used here and then eliminated isolated pairs repeatedly until no isolated pairs remained. Deletion is more
difficult than addition in dynamic networks, however. Moreover, many nodes are isolated (correspond with
only one other address) when they first appear, so including them is needless and hence inefficient. Alter-
natively, Tyleret al. (2003) defined a core group of addresses by including links (and nodes) when they
have exchanged more than a threshold number of email messages. This kind of rule can be implemented in
a dynamic environment, but it requires storing state about pairs of nodes, which is much more costly than
storing information about nodes alone.

5 Structure of the Reduced Community

Figure 5 shows the timing of the 42,522 messages in the reduced data. There are several striking differences
from the timing pattern for the full data. First, the traffic volumes are about a factor of 20 smaller, with a
mean of 25 messages per hour instead of 450 messages per hour,as in Figure 1. Second, the time of day
patterns are much stronger, with a larger dip in traffic in off-peak hours and during Thanksgiving. Third,
there is no longer a dip in traffic during the week of 11/3. Fourth, the traffic no longer increases during the
study. The stability in the traffic rate is expected, given that the research community did not grow during the
study. All of the differences suggest that the reduced set ofmessages is more focused on exchanges between
people and less contaminated by spam or bulk mailings.

Date

N
o.

 M
es

sa
ge

s

0

50

100

150

200

10/6 10/13 10/20 10/27 11/3 11/10 11/17 11/24 12/1 12/8 12/15

Figure 5: Number of email messages by hour over 75 days for theemail (and core) communities, with
longterm trend and cyclical pattern superimposed. Dotted vertical lines denote 12:00 a.m. Monday.

The time of day pattern for the reduced data is similar to thatfor the full data, with a low of fewer than 5
messages per hour betweem midnight and 6 a.m., then a steep rise to a maximum of 63 messages per hour at
10 a.m., which dips to about 40 messages per hour for a short period around lunch, followed by a decrease
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to an evening level of about 10 messages per hour. The slight increase in traffic at 11 p.m. that was seen in
the full data is not seen here, perhaps because bulk mailingshave been eliminated from the dataset. Again,
the reduced data seem more consistent with email exchanges between people than the full data were.

The networks built from the reduced data are also more plausible than the network built from the full
data. The reduced community, which includes all external recipients, has 2730 unique addresses (a reduction
by a factor of 65 from the full data) and 11,887 directed links(a reduction of a factor of 25 from the full
data), with an average of four links per node. The core community, which includes only internal recipients,
has but 359 unique addresses and 7107 directed links, with anaverage of 20 links per node. That is, the
core community has only 13% of the nodes but 60% of the links ofthe reduced community. The increase in
links per node is expected, because many people in the research community collaborate and socialize. (Of
course, most addresses did not exchange email over the 75 dayperiod.) Moreover, the rules used to select
the reduced set of messages have eliminated the heavy hitters, without imposing thresholds on the number
of recipients or number of messages sent. In the reduced data, the most popular recipient received email
from 77 internal addresses and 10 external addresses over the 75 day period, and the most active sender sent
email to 142 internal addresses and 149 external addresses.

The in-degree distribution for the reduced email network with external recipients resembles the in-degree
distribution for the full data (Figure 6):pk ∝ (log(k + 1))−γ , with γ = 3.8 compared to 5.9 for the full
network. The tails of the core and reduced out-degree probability functions are lighter than those for the full
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Figure 6: The in-degree distribution, with a nonparametricfit (black curve) and a linear regression fit (red
line) for the reduced community, including external recipients. The line corresponds to a(log(k + 1))−3.8

probability function.

data, however, since they behave likepk ∝ exp(−γ
√

k), which is equivalent topk ∝ xe−γx (Figure 7). The
tail for the reduced network (γ = .4) is slightly heavier than the tail for the core network (γ = .5). These
tails fall between those for a Poisson and a power law. Thus, the reduced and core outdegree distributions
have heavier tails than random graphs but lighter tails thanthose of many other networks. It is not surprising
that these tails fall between those for a random graph and many other reported networks. Links in a working
community are not likely to form purely randomly, which would give a Poisson distribution, nor are they
likely to form solely in terms of popularity, as they would for a graph that follows a power law. Rather,
researchers are likely to both join large established groups (power law tail) and to forge new relationships
that may look random to outsiders (Poisson tail), thus having a mixture with tails that lie between the Poisson
and power law.

For completeness, the in-degree distribution for the core network is shown in Figure 8. Therelog(pk) is
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Figure 7: The out-degree distributions for the reduced community (in red) and the core community (in
black). These are roughly of the forme−γ

√

k for k ≤ 50.

plotted againstlog(k), so the data would fall on a line if a power law held. Surprisingly, the loess curve is
nearly flat for degrees between about 5 and 50, suggesting that the in-degree distribution is nearly uniform
over most of its range. Binning the data only exaggerates theuniformity. For example, binning the square
root of in-degree gives a probability function that is equivalent to first randomly choosing one of the three
setsA = {1, 2, . . . , 25}, B = {26, . . . , 50}, C = {50, . . . }, then randomly selecting an in-degree from the
chosen sets. This mixing seems unrealistic, but more realistic mixture models in which the number of links
depends on unobserved properties of the node can lead to unusual node distributions. In a certain precise
sense, the family of mixtures of Poisson distributions is asrich as the family of all discrete distributions if
the mixing distribution is nonparametric (and hence unconstrained). (See Lambert and Tierney (1984) and
Tierney and Lambert (1984).)
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Figure 8: The indegree distribution for the core network, both axes on a log scale, with a loess smooth
superimposed. The probabilities are nearly uniform for degrees between 5 and 50.

The progression in the degree distributions from the full network to the core network and beyond to
a random network is described in Table 1. There each node probability function is written in canonical
exponential family form aspk = a(k)b(γ)exp(−γc(k)), wherek ≥ 1. The functionc(k) is the sufficient
statistic for the node distribution and also describes its tail behavior. The full email community and the
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in-degree for the reduced community lie beyond the range that is commonly considered. The outdegrees for
the reduced and core communities lie strictly between distributions usually reported, while the indegree for
the core distribution has an altogether different nature.

Table 1: The exponentc(k) for observed node degree distributions in exponential family form
a(k)b(γ)exp(−γc(k)). The information on web pages, Mormons and power grids is taken from Strogatz
(2001). The core in-degree distribution seems not to belongto the exponential family.

In-degree Out-degree
full data loglog(k + 1) loglog(k + 1)
web pages log(k) log(k)
reduced data loglog(k + 1)

√
k

core data (uniform)
√

k

power grid x x

Mormon community x2 x2

random graph x2 x2

Finally, Figure 9 shows that growth and attrition in addresses in the core network resembles that of
other networks. In particular, new addresses are initiallyadded at an exponential rate, but growth slows to a
linear rate of about 1.1 addresses per day after the first week. Similarly, addresses are dropped at a roughly
constant rate of 1.2 addresses per day until the end of the study when censoring causes some departure from
linearity. That is, the network neither shrunk nor expandedduring the study and day-to-day changes in the
network is small. Moreover, while 33% of the addresses in thereduced data are active on only one day, only
6% of the addresses in the core data are active on only one day,and the messages for a core node on average
span 60 days (with a median of 73 days), again suggesting thatthe core data represent the activity of a stable
community.
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Figure 9: The growth in addresses (black) and the attrition of addresses (red) for the core community.

Although the in-degree and out-degree distributions for the core community have different shapes, there
is more symmetry in the in and out degree for this community than for either of the other two, as Table 2
shows. Moreover, a much smaller fraction of the core community is connected with only one other address.
Overall, the core group provides a good foundation for understanding email exchanges among a commu-
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nity of people. Its in-degree distribution is surprisinglyuniform, and this result cannot be dismissed as a
consequence of spam and bulk mailings, but its behavior is otherwise plausible.

Table 2: Summary of the connectedness of the full, reduced and core communities.p1 is the fraction of
nodes with degree 1;qf is thef × 100% percentile. The degree distribution for the core communityis the
distribution of numbers of links from a node, without regardto direction. The balance in the core community
suggests it represents a set of people rather than robots or spam.

Full Reduced Core
indegree outdegree indegree outdegree indegree outdegree degree

p1 .92 .85 .57 .03 .11 .05 .04
q.25 1 1 1 7 4 5 7
median 1 1 1 21 18 13 21
q.9 1 2 13 92 48 57 68
q.99 12 8 52 162 66 103 118
maximum 1960 87,889 187 291 77 142 145
mean 2 3 5 35 22 22 29
std devn 23 272 11 41 18 23 26

6 Clusters in the Core Community

Some studies have shown that networks built from email data can reveal hidden social relationships and
organizational structure. For example, Schwartz and Wood (1993) show that shared interest groups can be
found if the search proceeds outwards from a known, fully identified memberA of the group and links to
other addresses in the same domain are ignored. They includea candidate addressB in the group if the
ratio of the number of neighbors thatA andB share to the total number of neighbors ofA andB is large.
Starting from a known seed was critical, in the sense that starting from a known seed produced meaningful
clusters but starting from a random seed did not.

In a study of ten weeks of email data for HP Labs, Tyleret al. (2003) applied Freeman’s (1977) notion
of betweenness centrality to partition local addresses. They include a link in their core network if there are at
least five messages in each direction between the two addresses at the end of the link and at least 30 messages
in either direction. This yields a core network with 367 nodes and 1110 undirected links. Applying the G-N
algorithm (Girvan and Newman, 2002), which cuts along edgesthat connect many addresses, produced 66
clusters ranging in size from 57 to 2 with a mean of 8 addressesper cluster. Tyleret al found that the final
clustering reflects the structure of HP Labs, in the sense that people assigned to the same component often
belong to the same organizational unit.

The Bell Labs core network was analyzed using the threshold restrictions on links from the HP study.
This produces a graph with 193 nodes and 914 undirected links, which is nearly the same size as the HP
core network (except the Bell Labs network has about 4.7 links per node instead of 3.0 links per node.)
Applying the same unweighted version of the Girvan-Newman algorithm for undirected graphs as was used
in the HP study gives three different partitions, with 11, 15and 17 clusters. These partitions have nearly
identical “modularity” values (.650, .648 and .648 respectively), and so are considered equally good. They
are also similar in structure. For example, all the elementsof the largest cluster in the second partition belong
to the same cluster in the first partition. The differences lie mainly in the treatment of the small clusters.
Visually, the largest clusters for the unweighted, undirected graph are reasonably separated. Figure 10
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shows the largest clusters for the modularity .650 partition using the Kamada representation as implemented
in zoomgraph (Adar and Tyler, 2004). The reduction from 66 clusters for HP Labs to 11 - 17 clusters for
Bell Labs is striking. It is not clear why two research centers would have such different numbers of clusters,
but fewer clusters suggest a more collaborative environment with larger or at least more connected projects.

Figure 10: The largest clusters of the Bell Labs core networkaccording to the Girvan-Newman unweighted
algorithm, restricting to links that have at least 5 messages in each direction and at least 30 in all.

There are two disadvantages to clustering based on the Girvan-Newman algorithm for the Bell Labs
core network. First, applying a weighted version of the algorithm (Newman 2004) that takes into account the
strength of a link, as measured by a function of the number of messages, fails to partition the data effectively.
Instead, only one giant cluster and many tiny clusters are produced for several choices of strength. It is
disconcerting that using the number of messages per link does not find useful clusters while the unweighted
version does. Intuitively, introducing more information,especially about the quality of a link, should not
give significantly worse results. The poor performance of the weighted algorithm is especially surprising
given that the weakest links have already been discarded through thresholding. Second, there is as of yet no
incremental version of the algorithm, so it is not yet ready for dynamic environments.

For comparison, consider traditional hierarchical (agglomerative) clustering methods, for which there
are already incremental versions. While Girvan-Newman works at the level of links to break networks into
pieces, these algorithms work at the level of addresses to find those with similar behaviors. For simplicity,
behavior of an address can be described by the vector of the number of messages that it receives from each
of the other addresses in the network. Addresses are then grouped into clusters according to the distances
between their vectors. A binary metric between two vectorsx1 andx2 counts the number of elements for
which x1 is positive andx2 is zero, or vice versa, and so resembles an unweighted versions of the Girvan-
Newman algorithm. Using a Euclidean norm on the square root of the counts instead (taking square roots
stabilizes the variance of the counts) is analogous to partitioning a weighted graph. The final choice is to
cluster according to Ward’s minimum variance method, whichtries to produce compact, spherical clusters
by minimizing sums of squares of any two clusters that might be formed at each step (Hartigan, 1975). This
produce a complete tree, which is then pruned to 11 clusters using the functioncutree in R. Using 11
clusters makes comparisons with the results of the Girvan-Newman algorithm easier.

Clustering the 193 nodes that form the basis for Figure 10 into 11 clusters using the binary (unweighted)
metric gives a median of 14 addresses per cluster, with quartiles of 9.5 and 17.5 addresses per cluster
and a maximum of 64 addresses per cluster. Using Euclidean distance and square roots of the counts (a
weighted metric) gives a median of 10 addresses per cluster,with quartiles of 8.5 and 13 and a maximum
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of 64 addresses per cluster. The two clusterings are not identical, but they substantially overlap, suggesting
partitioning email networks based on traditional clustering is more stable than partitioning by breaking links
that connect many addresses. Moreover, the clusters do not change greatly if addresses are thresholded
rather than links. For example, instead of retaining a link if there are at least five messages in each direction
and at least 30 messages in either direction, retain an address if it sends at least 10 messages, it receives
at least 10 messages, and it either sends or receives a total of at least 30 messages. In the core Bell Labs
network, 235 addresses (rather than 193 as before) satisfy these conditions, an increase of 22%. The cluster
results are little changed, however. For the binary metric,pruning to 11 clusters gives a maximum cluster
size of 47, median of 16 and quartiles of 12.5 and 27.5. For Euclidean distances on the square roots of the
counts, the maximum cluster size is 66, the median is 15 and the quartiles are 10.5 and 28.0.

Finally, the hierarchical partitioning is stable over time, in the sense that nearly identical clusters are
obtained if the data are segmented into three five week periods and the same clustering algorithm is applied
to each segment separately. The robustness to the choice of distance and thresholds and the stability over
time are appealing. While the labels of the groups produced by hierarchical clustering cannot be determined
because addresses have been anonymized, the stability and robustness suggest that they are in fact real.

7 Looking Forward

The first step to monitoring is to decide who to monitor. Most monitoring is based on thresholds on activity,
but these are easy to circumvent: merely restrict activity to stay below thresholds. Rules based on links are
as easy to apply dynamically and harder to circumvent. Such arule has been explored for the Bell Labs
email data and shown to produce a good set of data. These data can then be used to understand normal
patterns of activity. The second step in monitoring is to characterize normal, unsuspicious activity. This
requires more than understanding the average or typical behavior. Instead, variability has to be taken into
account. For that, it is necessary to have a good network to start from. A good set of data provides the
nucleus for understanding variability. This is akin to the idea of finding a social network by growing from
a known seed, but more ambitious since it amounts to growing adescription of normality from a known
network.

Another issue in dynamic monitoring involves assigning initial profiles to new addresses. Clustering is
important here, because new addresses can be assigned to a cluster and an average profile for the cluster
assigned to the node. Here clusters based on addresses are likely to be more useful than clusters based on
links. It is fortunate that clusters based on addresses seemmore robust and stable than clusters based on
links. Finally, the fact that there are dynamic algorithms for clustering means that it is possible to update the
set of initial profiles automatically.

The next task is to choose a set of statistics to monitor. The choices are rather limited with anonymized
data, but include information about timing of messages between pairs, for example. To test and validate the
methods, a larger set of email messages, which has already been collected, will need to be analyzed, using
the data reduction techniques presented in this report.
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